Harish Tulasi                                                                                                                                            Lead Data Engineer __________________________________________________________________________________________
Professional Summary:
· Over 12+ years of industrial experience in Application development and maintenance, data management, programming, data analysis and data visualization.
· Hands-on experience architecting, developing, and deploying large-scale data pipelines using AWS services such as S3, Glue, EMR, Athena, Redshift, Kinesis, and Lake Formation.
· Expertise in designing end-to-end cloud data platforms on AWS, including real-time data processing, ETL pipelines, data lakes, and data warehousing solutions.
· Skilled in implementing scalable data lakes and warehouses, leveraging AWS Glue Catalog, Redshift, and Athena, ensuring optimal storage, query performance, and data governance.
· Strong proficiency in distributed data processing using Apache Spark (PySpark), Hadoop, and EMR for handling large datasets, ETL processes, and complex data transformations.
· Deep understanding of AWS security best practices, including IAM, KMS, Encryption, and Lake Formation for managing data access, securing sensitive information, and maintaining compliance with data protection standards.
· Experienced in automating and optimizing data pipelines using AWS Lambda, Step Functions, and Kinesis for real-time streaming data and event-driven architecture.
· Knowledgeable in implementing CI/CD pipelines for big data workloads with Jenkins, AWS CodePipeline, and infrastructure as code (CloudFormation/Terraform), enabling seamless deployment and version control.
· Proven ability to lead data engineering teams, collaborate with cross-functional teams (Product Management, Data Science), and mentor peers, driving the delivery of modern data solutions in an Agile environment.
· Adept at working with data serialization and storage formats like Parquet, AVRO, and JSON-LD to optimize storage and processing performance.
· Experience in establishing data governance frameworks, maintaining data quality, and utilizing tools like AWS Glue DataBrew and AWS Config to ensure data reliability and compliance.
· Skilled in optimizing AWS costs for big data processing by selecting appropriate instance types, using spot instances, and tuning EMR/Spark jobs for performance and cost-efficiency.
· Strong understanding of integrating AWS Big Data solutions with other platforms such as on-prem Hadoop ecosystems, Google Cloud, and Azure to support hybrid cloud environments.
· Good understanding/knowledge of Hadoop Architecture and various components such as HDFS, Job Tracker, Task Tracker, Name Node, Data Node, Secondary Namenode, and MapReduce concepts.
· Experienced managing No-SQL DB on large Hadoop distribution Systems such as: Cloudera, Hortonworks HDP, MapR M series etc.
· Expertise in deploying and managing AWS services including EMR, Glue, and Airflow for large-scale data processing and ETL workflows.
· Proficient in using Terraform for infrastructure as code, ensuring efficient and reliable cloud infrastructure provisioning.
· Extensive experience with Cloudera for big data storage and analysis, supporting advanced analytics and business intelligence initiatives.
· Excellent problem-solving skills and ability to work collaboratively with stakeholders to drive data-driven decision-making.
· Software development in Java Application Development, Client/Server Applications, Internet/Intranet based database applications and developing, testing and implementing application environment using C++, J2EE, JDBC, JSP, Servlets, Web Services, Oracle, PL/SQL.
· Experience in importing and exporting data using Sqoop from Relational Database Systems to HDFS 
· Experience in managing Hadoop clusters using Cloudera Manager.
· Experience in using the Impala usage for the high-performance SQL queries. 
· Very good experience in complete project life cycle (design, development, testing and implementation) of Client Server and Web applications.
Technical Skills:

	Hadoop Components 
	: NiFi, Hive, Pig, Sqoop, Atlas, Spark, HDFS, Kafka, Oozie, Zookeeper  

	Programming Languages 
	: SQL, Python, HiveQL, Scala spark, Unix shell scripting, Java, C, C++

	Cloud Technologies 
	: AWS, Microsoft Azure    

	Web Components                            
	: XHTML, CSS, JavaScript, jQuery, AngularJS, AJAX

	Version Controls
	: GIT, SVN 

	Databases         
	: My SQL, MS-SQL, Oracle, Teradata, Oracle

	No SQL
	: MongoDB, Cassandra, HBase

	Methodologies            
	: Scrum, Agile, Waterfall 

	Operating System                
	: Windows, Unix, Linux

	Development Tools
	: Eclipse, NetBeans, IntelliJ, DB Visualizer, SQL Developer, Jenkins 

	Data Governance Tools
	: Apache Atlas, Alation, Collibra, Nebula, Cloudera




Professional Experience:

Freddie Mac, Mc Lean, VA		        		                            		                       Feb 2020 - Present                         
Lead Data Engineer/ Solution Architect
Responsibilities:
Developed standardized templates for Big Data frameworks, facilitating consistent data ingestion processes across various sources and ensuring seamless integration with Data Vault methodologies.
Led a team of 6 members working on various applications, ensuring project delivery in accordance with organizational standards and strict adherence to data governance principles and mentored a team of data engineers and architects, fostering a culture of continuous learning and application of industry best practices.
· Developed complex Python scripts for data cleansing and transformation, enhancing the quality of input data for data science models and business reports.
· Automated the extraction and integration of data from various heterogeneous sources, such as SQL and NoSQL databases, using Python scripts and Spark SQL.
Worked with ETL tools Including Talend Data Integration, Talend Big Data, Pentaho Data Integration and Informatica.
Responsible to remove impediments, as these projects relies on the data from multiple departments, hence requiring constant, effective communication to unblock the team and make sure the team remains on task at hand. 
Developed PySpark and Scala-based Spark applications for performing data cleaning, event enrichment, data aggregation, de-normalization, and data preparation needed for machine learning and reporting teams to consume.
Developed standard template for different sources to connect and load data into Hadoop data Lake.
Optimized Snowflake and Databricks schemas, including Data Vault, star, and snowflake schemas, to support efficient data storage, querying, and reporting.
Designed and implemented end-to-end data pipelines using Apache Airflow, optimizing workflows for data extraction, transformation, and loading (ETL) processes.
Automated complex data workflows and scheduled batch processing using Airflow, reducing manual intervention and improving overall data pipeline efficiency.
Integrated Airflow with AWS services such as S3, Redshift, and Glue, enabling seamless data orchestration in cloud environments.
Developed custom Airflow operators and DAGs (Directed Acyclic Graphs) to streamline ETL tasks and ensure data consistency across various platforms.
Led data engineering projects on Databricks, leveraging its scalable architecture for big data processing, real-time streaming, and machine learning integration.
Implemented ETL pipelines on Databricks to transform and process large volumes of structured and unstructured data, optimizing resource usage and minimizing processing time.
Collaborated with data science teams to integrate Databricks with Apache Spark, enabling advanced analytics and predictive modeling on large datasets.
Designed and implemented scalable data processing pipelines using Scala spark on AWS EMR, improving data processing efficiency by 30% and supporting Data Vault modeling techniques.
Managed AWS data services, including Lake Formation, S3, Athena, and Kinesis/MSK, to build and optimize data lakes for real-time analytics, supporting Data Vault architecture.
Collaborated with cross-functional teams to gather and translate business data requirements into robust, technical solutions that meet performance and accuracy needs.
Analyzed existing data infrastructures to identify gaps and implement improvements that optimized data processing and infrastructure performance.
Managed large datasets by implementing rigorous data quality checks and validation processes, ensuring the accuracy and consistency of data for analytics.
Led the implementation of data transformation and integration processes using tools such as Apache Spark and Hadoop, improving the accessibility of data for reporting.
Designed and implemented real-time data streaming solutions using Apache Kafka, Spark Streaming, and AWS Streaming to process large datasets with low latency, supporting real-time analytics and decision-making.
Optimized streaming data pipelines to handle high-throughput data ingestion and transformation in distributed environments, ensuring scalability and performance in real-time processing.
Developed robust streaming architectures for real-time data processing using Databricks, Kafka, and Azure, enabling real-time monitoring and alerting for mission-critical applications.
Architected and implemented scalable and cost-effective data solutions on AWS, leveraging services such as Amazon S3, AWS Glue, Amazon EMR, and Amazon Redshift, resulting in improved data accessibility, reliability, and performance within a Data Vault framework.
Optimized and fine-tuned data pipelines to enhance performance, reducing data processing times by up to 30% through efficient resource allocation and job scheduling.
Improved the reliability and efficiency of data pipelines by refactoring code, optimizing SQL queries, and automating key processes, resulting in a more resilient and scalable infrastructure.
Conducted performance tuning on data processing frameworks like Apache Spark and EMR, reducing compute costs and improving data throughput.
Used Spark SQL , Python interface that automatically converts RDD case classes to schema RDD. 
· Import the data from different sources like HDFS/HBase into Spark RDD and perform computations using PySpark to generate the output response. 
Managed version control using GitHub and implemented Jenkins pipelines, automating build, test, and deployment processes for continuous integration and delivery of Data Vault models.
Engineered data solutions and analytics platforms using AWS Glue, EMR, Spark, and Athena, aligned with Data Vault principles to support robust data processing and storage solutions.
Designed and optimized end-to-end ETL workflows for efficient data ingestion, transformation, and storage, ensuring high data quality and accuracy across all stages of the pipeline.
Implemented data validation and quality checks using tools like PySpark, SQL, and Databricks, ensuring that large datasets were consistent, clean, and accurate for downstream use.
Collaborated with cross-functional teams to define and implement data governance frameworks, ensuring adherence to data quality standards and regulatory compliance in cloud environments.
Resolved complex data-related issues by conducting root cause analysis and implementing long-term fixes, improving system reliability and reducing downtime by 20%.
Collaborated with cross-functional teams to troubleshoot and resolve pipeline failures, optimizing error handling and recovery mechanisms for uninterrupted data workflows.
Duke Energy, Charlotte, NC			        				               March 2019 – Feb 2020                         
Sr Data Engineer
Responsibilities:
Tuned existing pyspark applications to load billion records everyday into Hadoop from RDBMS.
Apply Hadoop technologies for responsive front-end experience by creating HBase/Phoenix tables over HIVE tables based on the business requirement. 
Developed data pipelines to ingest, process, and analyze data from various sources including relational databases and web services. 
Designed and deployed AWS EMR clusters for processing large datasets, improving data processing speed. 
Designed and implemented scalable data warehousing solutions in Snowflake, enabling efficient storage and querying of large datasets across multiple business units.
Developed and optimized SQL queries in Snowflake to enhance data retrieval performance, reducing query execution times by 50%.
Integrated Snowflake with ETL tools like Apache Airflow and AWS Glue, automating data pipelines and improving data flow between cloud environments.
Created and maintained data pipelines using AWS Glue, automating data integration tasks.
Orchestrated data workflows with AWS Airflow, improving job execution and monitoring. 
Developed code to obtain data from the System of Record and establish data feed for the data analysis automated. 
Developed Data Mapping, Data Governance, Transformation and Cleansing rules for the Master Data Management Architecture involving OLTP, ODS and OLAP 
Engineered data pipelines using python spark, handling large-scale data processing tasks and ensuring data accuracy.
Developed and implemented data quality testing frameworks using Python, PySpark, and SQL, ensuring accuracy and integrity of data pipelines.
Automated end-to-end data testing processes by integrating test automation frameworks, reducing manual testing efforts and enhancing data reliability.
Optimized data serialization and deserialization processes with formats such as Iceberg and JSON-LD, improving data handling capabilities.
Contributed to DevOps practices, including CI/CD automation and TDD, to maintain high-quality code and efficient deployment cycles.
Led the development of data products and analytical models, overseeing model governance to ensure compliance and operational excellence.
Integrated cloud APIs (AWS, Azure) to extend data processing capabilities and streamline the use of external data services within cloud ecosystems.
Worked in Agile environments to deliver data solutions in iterative cycles, participating in daily stand-ups, sprint planning, and backlog refinement.
Optimized database schemas and ETL processes, improving system performance and enabling faster query responses for reporting and analytics.
Managed and optimized relational and NoSQL databases, including Oracle and DynamoDB.
Implemented RESTful APIs and server-side logic using Node.js and Express.js, facilitating seamless communication between frontend Angular applications and backend data processing systems, ensuring data integrity and security.
Build complex SQL queries to get the circuit information from the OpenWay and different databases.
Developed Scala code to handle the meters, circuit information for the business use case.
Developed and maintained ETL processes with AWS Glue, ensuring data consistency and reliability.
Managed workflow automation using AWS Airflow, significantly improving task automation and monitoring.
Provisioned and managed infrastructure with Terraform, enhancing deployment efficiency and consistency.
Integrated Cloudera Hadoop clusters for enterprise data warehousing, supporting data-driven decision-making.
Worked closely with data scientists and analysts to deliver cloud-based analytics solutions, enhancing business reporting capabilities.
Collaborate with application developers, database architects, data analysts and data scientists to ensure optimal data delivery architecture throughout ongoing projects/operations.
Create tables in HIVE similar to DB tables using star schema, as per the business request.
Stayed abreast of latest trends and advancements in web development technologies, frameworks, and tools, continuously learning and applying new techniques to enhance productivity, performance, and innovation in data-driven web applications.

Grange Insurance, Columbus, OH                                                                                                March 2018- Mar 2019
Sr Data Engineer 
Responsibilities:
· Served as a single point of contact for the entire Bigdata Team. 
· Build queries giving metrics to assure data scientists the accuracy of the data in timely manner
· Implemented NIFI flow topologies to perform cleansing operations before moving data into HDFS
· Worked with the Apache NIFI flow to perform the conversion of Raw XML data into JSON, AVRO.
· Work with business partners in understanding and translating business requirements into solution.
· Profile, design, and model data and provide data product solutions using multiple data platforms.
· Lead and provide suggestions and best practices for end to end data delivery
· Perform POC to implement provide data online in Hadoop instead of Archiving. 
· Developed Data Mapping, Data Governance, Transformation and Cleansing rules for the Master Data Management Architecture involving OLTP, ODS and OLAP
· Developed different process Workflows using Apache NIFI to Extract, Transform and Load raw data into HDFS and then process it to Hive tables.
· Reviewing design document and test plan with the data scientists
· Develop NIFI workflow to pick up the fraud files from ftp location and move those to HDFS 
· Working closely with the Data Scientists and the Data Analyst team to get the requirement and help them in analyzing the data.
· Led the setup and management of AWS EMR clusters for big data processing, enhancing data processing capabilities.
· Developed ETL workflows with AWS Glue, improving data pipeline efficiency and reliability.
· Utilized AWS Airflow for workflow orchestration, streamlining data processing tasks.
· Deployed infrastructure using Terraform, standardizing infrastructure provisioning.
· Integrated Cloudera for big data solutions, enabling advanced analytics and reporting.
· Extensively participate in meetings with the business team to analyze the requirements and create various artifacts. 
· Developed ETL workflows with AWS Glue, improving data pipeline efficiency and reliability.
· Utilized AWS Airflow for workflow orchestration, streamlining data processing tasks.
· Deployed infrastructure using Terraform, standardizing infrastructure provisioning.
Utilized SQL and NoSQL databases to develop and maintain data warehouses and data lakes, optimizing data storage and retrieval for analytical use cases.
Implemented data hygiene procedures and identity resolution processes to improve the accuracy and governance of sensitive data.
Developed data governance strategies, ensuring data was properly organized, managed, and aligned with the company’s overall business strategy.
Build multiple pipelines for the flow of the data from various sources using Kafka systems.
· Developed scripts for transformations of complex JSON to simple JSON to push into an Alation API.
· Fine-tuned the application performance from batch to live streaming.
· Design, build and maintain the pipelines to process records into datalake and Identity Graph
· Developing Scripts and Batch Job to schedule various Hadoop Program.  
· Participate in developing and enforcing data security policies.
CapitalOne, Richmond, VA                                                                                                              Aug 2016 –Feb 2018
Hadoop Consultant
Responsibilities:
· Developed Spark code using Java and Spark-SQL/Streaming for faster processing of data 
· Implemented test scripts to support test driven development and continuous integration.  
· Responsible to manage data coming from different sources and consolidate it to a JSON File.  
· Wrote customs UDF’s for HIVE to pull the customized data. 
· Experience on loading and transforming of large sets of structured, semi structured.
· Optimizing of existing algorithms in Hadoop using Spark Context, Hive-SQL, Data Frames.
· Performed advanced procedures like text analytics and processing, using the in-memory computing capabilities of Spark using Scala.
· Experienced in handling large datasets using Partitions, Spark in Memory capabilities, Broadcasts in Spark, Effective & efficient Joins, Transformations and other during ingestion process itself.
· Wrote Shell scripts to load data from Salesforce to Hadoop Raw region and the validated Region.
· Extract the data from the Hadoop Validated Region and created Output JSON files in the refined region for the AML team Consumption.
· Implemented Daily Cron jobs that automates the jobs once the upstream jobs are run using the CNTL-M setup.
· Analyzed the result of the project thoroughly with unit testing and blackbox testing 
· Prepared the mapping document, as in which fields has be used from the HIVE DB and perform the transformations.
· Involved in loading data from UNIX file system to HDFS, AWS S3.
· Extracted the data from Teradata into HDFS using Sqoop.
· Handled importing of data from various data sources like AWS S3, No SQL MongoDB performed transformations using Hive, MapReduce, Spark and loaded data into HDFS
· Production support was given throughout the entire project.
· Developed UNIX shell scripts to send a mail notification upon the job completing either with a success or Failure notation.
· Used Jenkins for the CI/CD pipeline. 
· Experienced in running Hadoop streaming jobs to process terabytes data from AWS S3
· Developed RabbitMQ messaging system to create the cases in Salesforce using Salesforce API.
· Prepared documentation for the Audit work.
· Wrote the test scenarios for the regressive testing of the functionality.
· Effectiveness testing of the customers from the source output database DB.

CVS Pharmacy, Woonsocket, RI                                                                                                   Jan 2014 – Aug 2016
Big Data Consultant
Responsibilities:
· Worked on analyzing Hadoop cluster and different big data analytic tools including Pig, HBase and Sqoop. 
· Responsible for building scalable distributed data solutions using Hadoop.  
· Installed and configured various components of Hadoop ecosystem like Job Tracker, Task Tracker, Name Node, and Secondary Name Node.  
· Configured a cluster by editing config files such as core-site.xml, mapred-site.xml, hdfs-site.xml and masters/slaves. 
· Installed and configured Flume, Hive, Pig, Sqoop, and HBase on the Hadoop Cluster.  
· Responsible to monitor block Scanner Reports on data nodes. 
· Clustering/Classification of delivery documents in Hadoop. 
· Implemented 30 nodes CDH3/CDH4 Hadoop cluster on CentOS.  
· Worked on installing cluster, commissioning & decommissioning of data node, name node recovery, capacity planning, and slots configuration.  
· Resource management of HADOOP Cluster including adding/removing cluster nodes for maintenance and capacity needs. 
· Exported the analyzed data to the relational databases using Sqoop for visualization and to generate reports for the BI team.  
· Analyzed large amounts of data sets to determine optimal way to aggregate and report on it.  
· Involved in managing and reviewing Hadoop log files.  
· Imported data using Sqoop to load data from MySQL to HDFS on regular basis.
· Developing Scripts and Batch Job to schedule various Hadoop Program.  
· Responsible for writing Hive queries for data analysis to meet the business requirements.  
· Responsible for importing and exporting data into HDFS and Hive using Sqoop.    
· Designed and implemented Mapreduce based large-scale parallel relation-learning system. 
· Responsible for setup and benchmarking of Hadoop/HBase clusters.

Prudent Ind Pvt Lt, Hyderabad, India                                                                                             Aug 2012 – July 2013
System Engineer
Responsibilities:
· Involved in Requirement Analysis, Development and Documentation.
· Participation in developing form-beans and action mappings required for struts implementation and validation framework using struts.
· Development of front-end screens with JSP Using Eclipse.
· Involved in Development of Medical Records module. 
· XML and XSDs are used to define data formats.
· Involved in Bug fixing and functionality enhancements.
· Designed and developed excellent Logging Mechanism for each order process using Log4J.
· Involved in Check-in and Checkout process using CVS.
· Developed additional functionality in the software as per business requirements.
· Participation in project planning with business analysts and team members to analyze the Business requirements and translated business requirements into working software.
· Developed software application modules using disciplined software development process.              

Education:
	Master of Science in Computer Science

	Oklahoma State University, Stillwater, Oklahoma

	Bachelor of Technology in Computer Science

	Jawaharlal Nehru Technological University, Hyderabad, India



